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Optical character recognition

Example (The MNIST database)

I MNIST1, data = « image-label »
I n = 60, 000; d = 700; classes = 10
I Kernel error rate = 0.56 %,
I Best error rate = 0.4 % .

7 8 7 9

1http://yann.lecun.com/exdb/mnist/index.html
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Document Classification
<?xml version="1.0" encoding="iso-8859-1" ?>
<newsitem itemid="2330" id="root" date="1996-08-20" xml:lang="en">
<title>USA: Tylan stock jumps; weighs sale of company.</title>
<headline>Tylan stock jumps; weighs sale of company.</headline>
<dateline>SAN DIEGO</dateline>
<text>
<p>The stock of Tylan General Inc. jumped Tuesday after the maker of
process-management equipment said it is exploring the sale of the
company and added that it has already received some inquiries from
potential buyers.</p>
<p>Tylan was up $2.50 to $12.75 in early trading on the Nasdaq market.</p>
<p>The company said it has set up a committee of directors to oversee
the sale and that Goldman, Sachs & Co. has been retained as its
financial adviser.</p>
</text>
<copyright>(c) Reuters Limited 1996</copyright>
<metadata>
<codes class="bip:countries:1.0">
<code code="USA"> </code>
</codes>
<codes class="bip:industries:1.0">
<code code="I34420"> </code>
</codes>
<codes class="bip:topics:1.0">
<code code="C15"> </code>
<code code="C152"> </code>
<code code="C18"> </code>
<code code="C181"> </code>
<code code="CCAT"> </code>
</codes>
<dc element="dc.publi." value="Reuters"/>
...
</metadata>
</newsitem>

Example (Reuter RCV 1 databasea)
I 800,000 texts (short articles) and 1,000

categories (multilabelling).

I Tasks: information retrieval

I suppervised indexing
I document clustering
I propose a concept hierachy

I results

I linear kernels: the bestb
I deal with 1,000 categories: one class

/ Kernels on the output
I Kernel ranking

ahttp://www.daviddlewis.com/resources/testcollections/rcv1/
bJoachims 2002
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Implicit Surface Modelling

Example (Lucy2)

I 14 million points with normals.
I 364,982 compactly supported basis function centres.
I kernel regression with thin plate splines kernels

2http://www.kyb.mpg.de/~walder
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Learning challenges: the size effect

3 key issues

1. learn any problem:

I functional universality

2. from data:

I statistical consistency

3. with large data sets:

I computational efficency

translation
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Object
recognition

Geostatistic

Speech

Scene analysis
Text

 RCV 1 

 Census 

Bio 
computing

 Lucy 

kernel machines adress these three issues
(up to a certain point regarding efficency)

L. Bottou, 2006
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Machine learning: the problem

I input: x ∈ X the domaine
I output: y ∈ Y the codomaine
I target: f ∈ D the set of measurable functions from X to Y

I objective: loss ` : X × Y ×D → IR
(x, y , f ) 7→ `(y , f (x))

input
Domaine X

output
Codomaine Y loss `

MNIST images
28× 28 pixels {0, 1, ..., 9} 0 if y = f (x)

1 else

RCV 1 XML files in NewsML
text set

103 categories
Reuters topic codes 0/1

Lucy IR6 IR
(
f (x)− y

)2
I problem: IP(x, y) ∈ P a set of probability measures on X × Y
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The learning problem before data
let X ,Y,D,P be sets

Given:
I objective: loss

` : X × Y ×D → IR
(x, y , f ) 7→ `(y , f (x))

I problem: IP ∈ P s.t. (X ,Y )˜ IP

Find the function fb

fb = argmin
f∈D

IE
(
`(Y , f (X ))

)︸ ︷︷ ︸
Risk R(f )

IP specify the problem =⇒ function fb is the target

IP and fb are unknown
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Learning problem with data: functional estimation
I let `(y , f (x)) be a loss
I IP(x, y) ∈ P is unknown

Given:
I data Sn = {(xi , yi ), i = 1, n} i.i.d.

according to IP

Learning = Estimate function fb

I Build an algorithm
A : (X ,Y)n → H ⊂ D

Sn 7→ f = A(Sn)
Such that:
∀IP ∈ P
∀Sn i.i.d. : IE

(
`(Y ,A)

)︸ ︷︷ ︸
risk f =A(Sn)

−→
n→∞

IE
(
`(Y , fb(X ))

)︸ ︷︷ ︸
lowest risk

(in probability)

Requirements on A: Universal consistency (+ efficency)
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How to build an algorithm meeting these requirements?
intuition: a mean (may) converges towards its expectation

use data: the empirical risk (or a surrogate)

R(f ) = IE
(
`(Y , f (X ))

)
=
∫ ∫

`
(
y , f (x)

)
IP(x , y)dxdy Remp(f ) =

1
n

n∑
i=1

`
(
yi , f (xi )

)
theoretical empirical (real stuff)

IP unavaliable use Remp
D unavaliable use a tractable hypothesis set H

fb = argmin
f∈D

R(f ) A(Sn) = argmin
f∈H

1
n

n∑
i=1

`
(
yi , f (xi )

)

How to choose the set of hypothesis H?
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Machine Learning: universal functional estimation

problem about the hypothesis set

I if H is too small: no unvisersality
I if H is too large: no consistency

solution: control H complexity

a general bound (with high probability)

∀f ∈ H
∀IP ∈ P
∀Sn ˜ IP

R(f ) ≤ Remp(f ) + φ(n, h)

where h measures H complexity

Learning principle: min
f ∈H

(
Remp as well as H complexity

)
V. Vapnik, 1998 (p 220)
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3 equivalent formulations

b

 min
f∈H

n∑
i=1

`(f , xi , yi )

s.t. R(f ) ≤ C


min
f∈H

R(f )

s.t.
n∑

i=1

`(f , xi , yi ) ≤ C ′

min
f∈H

n∑
i=1

`(f , xi , yi ) + λ R(f )

BEWARE! convexity is
required

This is a multicriteria
optimization task
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Kenrel machines intuition

I (1) fit the data minimize Remp
I (2) regular solution regularize
I (3) examples contribution use Kernels ⇐⇒ specify H
I (4) remove useless examples be sparse

Kernel machines: min
f∈H

(
Remp and H complexity

)
with kernel based H

A(Sn) has to be universal and good statisticaly and computationaly

L. Bottou & O. Bousquet, NIPS 07
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the example of the linear least mean square

the linear model

yi =
d∑

j=1

βjxij + εi , i = 1, n

n observations and d variables; d < n

min
β

=
n∑

i=1

 d∑
j=1

xijβj − yi

2

= ‖Xβ − Y ‖2

Solution: β̂ = (X>X )−1X>Y

f (x) = x> (X>X )−1X>Y︸ ︷︷ ︸
β̂

What is the influence of each example (X rows)?

Shawe-Taylor & Cristianini’s Book, 2004
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The influence of the examples

for a new input x

f (x) = x> (X>X )(X>X )−1 (X>X )−1X>Y︸ ︷︷ ︸
β̂

= x> X> X (X>X )−1(X>X )−1X>Y︸ ︷︷ ︸
α̂

x>

n examples

d
va
ria

bl
es

X>

α̂

β̂

f (x) =
d∑

j=1

β̂jxj

from variables to examples

α̂ = X (X>X )−1β̂︸ ︷︷ ︸
n examples

and β̂ = X>α̂︸ ︷︷ ︸
d variables

What if d ≥ n?
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Non linear case: dictionnairy vs. kernel

in the non linear case: use a dictionary of functions

φj(x), j = 1, p with possibly p =∞

for instance polynomials, wavelets... (assume orthogonality)

f (x) =

p∑
j=1

β̂jφj(x) with β̂j =
n∑

i=1

yiφj(xi )

using linearity

f (x) =
n∑

i=1

yi

p∑
j=1

φj(xi )φj(x)︸ ︷︷ ︸
k(xi ,x)

p ≥ n so what since k(xi , x) =
∑p

j=1 φj(xi )φj(x)
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closed form kernel: the quadratic kernel
The quadratic dictionary in IRd :

Φ : IRd → IRp=1+d+ d (d+1)
2

s 7→ Φ =
(
1, s1, s2, ..., sd , s2

1 , s
2
2 , ..., s

2
d , ..., si sj , ...

)
in this case
Φ(s)>Φ(t) = 1 + s1t1 + s2t2 + ...+ sd td + s2

1 t2
1 + ...+ s2

d t2
d + ...+ si sj ti tj + ...

The quadratic kenrel: s, t ∈ IRd , k(s, t) =
(
s>t + 1

)2
= 1 + 2s>t +

(
s>t
)2

computes the dot product of the reweighted dictionary:

Φ : IRd → IRp=1+d+ d (d+1)
2

s 7→ Φ =
(
1,
√
2s1,
√
2s2, ...,

√
2sd , s2

1 , s
2
2 , ..., s

2
d , ...,

√
2si sj , ...

)
p = 1 + d + d(d+1)

2 multiplications vs. d + 1
use kernel to save computration
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kernel: features throught pairwise comparizons

x φ(x)

e.g. a text e.g. BOW

K

n examples

n
ex
am

pl
es

Φ

p features

n
ex
am

pl
es

k(xi , xj) =

p∑
j=1

φj(xi )φj(xj)

K The matrix of pairwise comparizons (O(n2))
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Kernel machines
use a kernel as a dictionary

f (x) =
n∑

i=1

αik(x, xi )

I αi influence of example i depends on yi

I k(x, xi ) the kernel do NOT depend on yi

Definition (Kernel)

a function k from X × X onto IR.

semi-parametric version: given the family qj(x), j = 1, p

f (x) =
n∑

i=1

αik(x, xi )+

p∑
j=1

βjqj(x)
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Kernel machines

Definition (Kernel machines)

A
(
(xi , yi )i=1,n

)
(x) = ψ

( n∑
i=1

αik(x, xi ) +

p∑
j=1

βjqj(x)
)

α et β: parameters to be estimated.

Exemples

A(x) =
n∑

i=1

αi (x − xi )
3
+ + β0 + β1x splines

A(x) = sign
(∑

i∈I

αi exp−
‖x−xi ‖

2

b +β0

)
SVM

IP(y |x) = 1
Z exp

(∑
i∈I

αi1I{y=yi}(x
>xi + b)2

)
exponential family
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example of kernel machine: the parzen estimate (1960)

derive: • potential based classification rule
• the Nadaraya-Watson regression estimator

assume the kernel is normalized: ∀s ∈ X ,
∫
X

k(x, s)dx = 1

for a given data set (x1, ..., xi , ..., xn) the parzen window estimate is

ÎP(x) =
1
n

n∑
i=1

k(x, xi )
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Two others early kernel machines

Bayes rule for two classes: sign
(
IP(y ∈ C1|x)− IP(y ∈ C2|x)

)
Potential based classification rule:

1
n1

∑
xi∈C1

k(x, xi )− 1
n2

∑
i∈C2

k(x, xi )

αi =

{
1 if xi ∈ C1
−1 else xi ∈ C2

Regression function: r(x) = IE(Y |X = x) =

∫
y

IP(y , x)

IP(x)
Nadaraya-Watson regression estimator:

f̂ (x) =

∑n
i=1 yik(x, xi )∑n
i=1 k(x, xi )

αi =
yi∑n

i=1 k(x, xi )

what if we try to optimize the example influence αi
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αi =

{
1 if xi ∈ C1
−1 else xi ∈ C2

Regression function: r(x) = IE(Y |X = x) =

∫
y

IP(y , x)

IP(x)
Nadaraya-Watson regression estimator:

f̂ (x) =

∑n
i=1 yik(x, xi )∑n
i=1 k(x, xi )

αi =
yi∑n

i=1 k(x, xi )

what if we try to optimize the example influence αi
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Different kernel machines

I different kernels
kernel machines are defined for (almost) ANY kernel
kernel machines are defined for (almost) ANY input

I kernel machines are defined throught the cost functions
I task dependent criterion:

I classif (SVM, K Log. reg), regression (SVR, splines)
I ranking, clustering (OCSVM), semi supervised (Trans. SVM)
I dim. reduction (KPCA, KPLS), sources separation (KICA)...

I penalty term
I sparse / non sparse : I0 = {αi = 0}

f (x) =
n∑

i=1

αik(x, xi ) +

p∑
j=1

βjqj(x)

I different implementations (algorithms)
introducing sparsity

linear algorithm → kernelization → sparsity
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Two paths for kernelizing
starting point: the linear model

f (x) =
d∑

j=1

βjxj

the dictionary path the fonctional path

d = n, φj(x) = k(x, xj) let H be a R.K.H.S.

f (x) =
∑d

j=1 βjφj(x)

=
∑n

j=1 βjk(x, xj)
f ∈ H

min
β∈IRn

C (β) min
f ∈H

C (f )

how to choose H ?
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kernelizing algorithms

kernelizing using a dictionary

Any linear algorithm

min
β∈IRd

J(β,β>x1, ...,β
>xi , ...,β

>xd)

can by kernelized by using x̃i = k(x, xi ); i = 1, n as input variable
(with d = n)

kernelizing in the dual

If the solution of a linear algorithm can be writen as a linear
combination of the dot product

min
β∈IRd

J(β,β>x1, ...,β
>xi , ...,β

>xd)

can by kernelized by minimizing J with respect to a function f ∈ H
whereH is a rproducing kernel hibert space.

This is the case when the representer theorem can be applied
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The case of linear and ridge regression

kernelizing using a dictionary
X = K

min
β

=
n∑

i=1

 n∑
j=1

Kijβj − yi

2

= ‖Kβ − y‖2

β = (K>K )−1K>y

min
β

= ‖Kβ − y‖2 + λ‖β‖2

β = (K>K + λI )−1K>y

kernelizing in the dual
β>xi = f (xi )

min
f∈H

=
n∑

i=1

(
f (xi )− yi

)2
= ‖f − y‖2

α = (K )−1y

min
f

= ‖f − y‖2 + λ‖f ‖2

α = (K + λI )−1y

K is often badly conditioned and K>K singular !
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Let’s summarize

I kernel k
I defines a relation between inputs
I provides genericity
I pairwise comparizons

I the definition of a kernel machine require also:
I Hypothesis set H
I loss function `
I a way to get universal consistency

I efficent algorithm
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